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Mancala is one of the oldest games in the world.  It is a counting game in which two players alternate turns picking up stones from a cup and dropping one stone at a time in the cups and mancalas that follow (usually counterclockwise).  There are normally 6 cups for each player on the two sides of the board and a mancala at both ends of the board.  Each mancala is a player’s final collection of stones—the purpose of the game is to end with more stones in your mancala than the opponent.  Players may only pick up stones from their side of 6 cups, and though they drop stones in the opponent’s cups they do not drop a stone in the opponent’s mancala.
Because Mancala is one of the world’s oldest games, it can be expected that there are many variations on the rules.  The set of rules used in my implementation are as follows.  1) If the last stone lands in a player’s own mancala, that player goes again.  2) If the last stone lands in an empty cup on the player’s own side, and there are stones in the opposite opponent’s cup, then the player captures those opposite stones and the capturing stone.  3) When a player is unable to make a move at the start of their turn, the game is over and any stones remaining on the board are moved to the first mancala in their path.

For my final project I chose to evolve an artificial intelligence that would be competent in this version of Mancala.  This would be accomplished through a system of weights and feature checking.  The artificial intelligence would look at the board to determine which features are present and use the evolved weights to place a value on each of the cups.  The cups’ weights are summed, and the cup with the highest sum or worthiness is the best choice according to this evolved strategy.  In effect, you are providing the algorithm with advanced knowledge of the problem and allowing it to deem the importance of each bit of knowledge given to it.  The algorithm is similar to a neural network in some ways, but it requires the user to describe the strategies rather than making it find the strategies for itself.  My findings on this will be discussed more in depth later.

I hypothesized my feature checking algorithm, when trained against different look-ahead-ply minimax algorithms, would eventually evolve a single best strategy that could compete on any level of opponent.  Can a single-ply feature checking algorithm compete with higher ply minimax algorithm?  What is the highest ply minimax algorithm that can be beaten with my system?  These questions were important because if my algorithm could compete on these higher levels, it would be doing it without the time and space complexity of the massive minimax algorithm.
So before I could evolve any individuals in the feature checking system, I had to first define what features I wanted it to look for.  My thinking on this matter is “the more the merrier.”  The more features you can define for a problem, the more robust it will be.  Adding features that may be later discovered as useless won’t sway its decisions because it would have evolved low weights for those features.  Nevertheless, adding that feature provided better knowledge of the problem—knowing what NOT to value is just as important as those it should value.  With this in mind, I first created a default value feature for each cup.  Each cup would always have at least this value added to its worthiness sum.  Secondly, I defined a capture feature.  If playing a cup leads to the capture of the opponent’s stones, then this feature’s value along with the number of captured stones would go into the worthiness sum of this cup.  Thirdly, a deny capture feature was defined.  If the cup opposite this one is empty, then the worthiness of this cup increases to prevent the opponent from capturing these stones.  Fourthly, if a cup led to a “go again” state, the worthiness of this cup would be increased by the evolved value.  And finally, the fifth feature for each cup would be the deny overflow value.  Near the endgame, if the opponent would not be able to play next turn if you didn’t overflow into their 6 cups, then the cups on your side that don’t overflow are of much greater value.  By ending the game there, you would be capturing all of the stones left over in your cups.  It is important to note that some of the features require a look-ahead.  The feature checking system isn’t entirely a single ply algorithm, but compared to the minimax algorithm, it doesn’t strive for complete information of every single possibility.  Because of this, I like to think of the feature checking algorithm as a 1.5 ply algorithm.
With the features defined, describing the genetic algorithm is possible.  With 6 cups and 5 features for each cup, an individual would then be a collection of 30 integer weights.  In implementation, they were initialized randomly between 1 and 100, but capped at 400 during the evolutionary process.  Reproduction was accomplished using 1-point crossover and mutation at a rate of 10%.  Fitness proportional selection was used, and children always replaced parents.
Table 1. Example evolved individual.  Trained with 3-ply minimax, 2000 generations.

	Cup1
	Cup2
	Cup3
	Cup4
	Cup5
	Cup6
	

	44
	73
	53
	10
	81
	21
	Default value

	58
	67
	31
	39
	9
	79
	Capture value

	81
	98
	109
	44
	56
	72
	Go again value

	31
	8
	26
	69
	76
	2
	Deny capture value

	31
	66
	36
	35
	89
	83
	Deny overflow value


The fitness function was a bit more difficult to design.  As an individual represents a strategy for an entire game, a number of games must be simulated to determine the individual’s fitness.  Initially, I was thinking that—since only 1 stone more than the opponent is needed to win—the fitness function should be the number of simulated games won by the individual.  There was also the problem of what kind of opponent the individual should face in these games, peers or a minimax algorithm?  Training the individuals with their peers and using the number of games won as the fitness seemed fine until benchmarking them against the minimax algorithm at the end of the evolutionary process.  The peer-evolved solutions could not even compete against the minimax, which also meant that training them against the minimax would prove even more difficult.  Even against a 2-ply minimax algorithm, the training would never make any progress because they could never win any games.  Every individual would have a fitness of 0.

I decided at this point that the fitness function wasn’t providing enough information.  The individuals would need to be taught to value every stone rather than just barely enough to beat out the opponent.  I redesigned the fitness function to return the total number of stones won out of all the games that were simulated for the individual.  I also decided that peer-evaluation would not be nearly as successful as training them against the minimax algorithm.  So even though they’d still be losing all of their games for the first hundred generations or so, they’d still have an increasing fitness.  But the previous problems brought to my attention other aspects that needed to be considered.  Would gradually increasing the ply of the training-minimax algorithm evolve better individuals?  In my experiments, I tried both the increasing-ply minimax and constant-ply minimax algorithms.  Many of the results proved to be unexpected.

As the evolutionary process using the increasing-ply minimax algorithm progressed, I noticed each increase of ply dropped the population’s average fitness as expected.  But the interesting part is when it would climb again and equalize until the next ply increase.  The equalized fitness was generally the same no matter what the ply of the minimax algorithm was.  Evolutions against constant-ply minimax algorithms showed the same kind of equalizing around the same fitness.  Did this mean the individuals trained against increasing-ply minimax would do no better than the individuals trained against a constant-ply?  After testing them against different ply minimax algorithms, it was discovered that they only did well against minimax algorithms with a ply equal to that which they were last trained on.  The constant-ply trained individuals did just as well as the increasing-ply trained individuals on that ply, and neither type did well against a minimax algorithm of a ply other than what it was trained on.  This is very significant because it shows that the evolved individuals are developing the best response to their environment.  As soon as the ply of the opponent changes (even if it lowers), the environment has changed and the evolved individual no longer knows how to best respond.
Out of 500 test games, the evolved individuals performed as follows:

Table 2. Individual evolved against 4-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	4
	44

	3
	0

	2
	8

	1
	23


Table 3. Individual evolved against 3-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	3
	250

	2
	6

	1
	7



An evolved individual did best against the ply of minimax it was trained with and poorly against any other ply.  The most significant number is with the 3-ply trained individual against a 3-ply minimax:  it would win exactly 250 out of 500 games every time it was tested.  This was such a perfectly evolved algorithm that it could be considered exactly as good as a 3-ply minimax algorithm.  The only factor that determined which player would win a game was which player made the first move.  This led me to my next experiment.  How well does a minimax algorithm compete against itself?
Table 4. 1-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	2
	86

	1
	230


Table 5. 2-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	3
	131

	2
	209

	1
	400


Table 6. 3-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	4
	205

	3
	250

	2
	343

	1
	355


Table 7. 4-ply minimax

	Ply of minimax tested against
	Number of games won out of 500

	4
	226

	3
	280

	2
	292

	1
	362


Clearly, the minimax still does better in any situation.  The outcome between two minimax algorithms can be predicted based solely on their plies.  Further, the 3 vs. 3-ply again came out exactly even on every test run, which suggests there is an important relationship between the game rules and a 3-ply look-ahead.

It is expected that a higher-ply minimax algorithm should be “better” than another minimax algorithm because they follow the same rules for deciding which cup to play; the higher-ply one simply looks further ahead to win more often.  The nature of this game and the variation on the rules that I’m using make it difficult to determine if there is any one best strategy between greedy shortsightedness and a long-haul view.  I think it is safe to say, however, that my feature checking algorithm can be an effective response to the minimax algorithm.  With more tweaking and more defined features, I believe that an individual could be evolved to compete with any ply minimax—but it would be far more computationally efficient than the minimax.
